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General Introduction

This thesis is about drug discovery and how the
computer can assist in this lengthy and costly process.
As | will explain in the paragraphs below it still makes
good sense today as it did in the past to have a closer
look at the chemical structure of drugs, and in
particular to elements or fragments in these chemical
structures. Therefore, | should like to start my thesis
with some thoughts on drugs and drug discovery per
se and how developments in informatics and
computer science offer new opportunities. | will
mostly focus on the most important drug targets of
today, the so-called G protein-coupled receptors

(GPCRs)






1.1 Drug discovery

1.1.1 Drugs

Drug discovery is the process of finding new drugs. It has evolved from early
serendipitous discovery from natural sources, such as morphine from poppy seeds, to
today’s industrial-scale screening projects.l' > Modern drug discovery starts with the
identification of a biological target that can be modulated to induce the desired
therapeutic effect. To search for potential drugs, compounds are tested for their ability
to modulate the target. Technologies such as high-throughput screening (HTS) and
combinatorial chemistry facilitate screening of libraries of millions of compounds.
However, even though screening capacity reaches millions of compounds and
continues to grow, the number of possible molecules that could be synthesized and
tested is infinitely larger. This notion has important consequences; apparently, we can
only test a tiny sample of what is virtually available. The obvious question then is ‘what

to test’.
1.1.2 Chemical space

The collection of all possible energetically stable molecules is referred to as ‘chemical
space’. Chemical space can be traversed by means of chemical transformations, which
start from one point in chemical space, i.e. a molecule, and end at another. These
transformations are either hypothetical modifications of the molecular structure or
synthetic chemical reactions. While ‘travelling’ from one molecule to another takes
place by chemical transformations, a clear account on the dimensionality of chemical
space or the axes along which is travelled cannot be given. Usually, a few molecular
properties are chosen to serve as dimensions. The choice of properties depends on the
purpose of the chemical space representation, for instance, whether the aim is to

analyze distribution of a set of molecules in chemical space or whether the aim is to
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extrapolate to find molecules with better properties. Defining axes in chemical space
facilitates distance measurement between molecules, an important concept in

cheminformatics.

Chemical space is infinite; however, by putting limits on the size of the molecules that
are considered, estimates of the number of molecules in chemical space can be made.
For instance, when restricting to small organic molecules, size estimates range from
10%° to more than 10%° molecules,g”4 a number for which there would not be sufficient
matter in the universe to synthesize all. The number of known organic and inorganic
molecules fades when considering the number of theoretical possibilities. For instance,
the number of molecules registered in the CAS Registry is approx. 64 million inorganic

and organic substances (accessed on November 2, 2011).”

While it is impossible to synthesize all possible (small) molecules, it is feasible to
construct and explore a virtual chemical space with the aid of the computer. Efforts to
do so are not new, and started in the field of automated structure elucidation, for
instance for the purpose of NMR spectroscopy.6 However, a systematic enumeration
of all possible organic molecules (with constrained size and type) was first carried out
by Fink et al” The authors constructed a database named GDB with all stable
stereoisomers consisting of up to 11 atoms of the types carbon, nitrogen, oxygen, and
fluorine, by considering simple rules for valency, chemical stability, and synthetic
feasibility. The chemical space that this database represented consisted of 26.4 million
molecules, or 110.9 million sterecisomers. Mapping compounds from known ‘physical’
compound databases onto this chemical space indicated large unexplored areas. Later,
the same group reported the subsequent construction of a database of all feasible
organic molecules that consisted of up to 13 atoms of the elements carbon, nitrogen,
oxygen, sulfur, and chlorine.? This database (named GDB-13) contains more than 977
million (virtual) structures, which makes it the largest publicly available small organic
molecule database known to date. Note that both databases consist of drug-like
compounds only, according to Lipinski’s rule of five. This rule states that for a

compound to be orally absorbed it should have not more than five hydrogen bond
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donors, not more than 10 hydrogen bond acceptors, a molecular weight below 500
Daltons, and a calculated octanol-water partitioning coefficient (logP) not higher than

59

Even if it were possible to synthesize all molecules in chemical space, this would not be
desirable since most of the molecules would not have any wanted activity, and thus be
a waste of materials and resources. In addition, molecules could display off-target
effects, i.e. side effects, or have undesirable properties such as mutagenicity, reactive
groups, poor solubility etc. Lastly, active molecules could be too similar to already
known or patented drugs. Instead of considering all possible molecules in chemical
space, one should attempt to select only those molecules that possess the desired
properties. Such molecules can then be acquired or synthesized, and tested. To find
the desired molecules from chemical space, computational techniques are needed to

predict the properties of the virtual molecules.

1.1.3 Drug design

The purpose of rational drug design is to find new bioactive compounds with favorable
properties from the total chemical space. This often implies knowledge of the target,
usually a protein, too to find new ligands (i.e. compounds that bind — ‘ligate’ — to a
drug target). These ligands do not necessarily originate from a design process but can
also stem from virtual screening of compound libraries. Virtual screening represents
the computational counterpart of high-throughput screening. Instead of the
physiological target, a computational model that represents the target is used to
identify hits. Two main approaches exist in rational drug design: structure-based
approaches and ligand-based approaches. The structure-based approaches depend on
the availability of the three-dimensional structure of the target under study, for
instance, the X-ray crystal structure or a suitable homology model. Computer-modeling
techniques are then applied to find new ligands, or modify existing ones, that fit into
the target structure. In contrast, ligand-based approaches do not require information

on the target protein, but instead rely upon the availability of a sufficient amount of
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ligand data. Combinations of the two approaches are found in the realm of
chemogenomics, which will be discussed later. While structure-based approaches
typically place a high demand on computational resources, these allow for the
discovery of truly new chemistry. Moreover, structure-based approaches become
more feasible with the steady growth of computing power (known as “Moore’s law” 10)
available to the medicinal chemist. On the other hand, ligand-based virtual screening

has been shown to perform often equally well compared to structure-based virtual

. 11
screening.

Finding the desired molecules in chemical space may be accomplished in two distinct
ways: first, using selection or prioritization of molecules, and second, by performing a
steered search. With selection, molecules with the desired properties are selected (or
molecules with undesirable properties are filtered out) from the total set of possible
molecules. Prioritization on the other hand, ranks molecules according to the desired
properties and selects a certain number of the top-ranked molecules. Note that in
practice not the real chemical space is screened; instead, large virtual libraries, or
existing libraries of commercially available or in-house compounds are screened. The
second approach to find the desired molecules is exploration of chemical space by
performing a steered search. With this approach, a ‘walk’ is conducted along
neighboring molecules in the direction of molecules with properties that are more
favorable. Neighboring molecules are molecules that can be transformed into one
another by modifications of the chemical structure. The general principle is to move
gradually towards better molecules by repeatedly selecting the best neighboring
molecule as the next ‘step’. The process is comparable to what medicinal chemists do
to search for molecules with improved properties by synthesizing a set of derivatives
from a starting structure. However, with a steered search in chemical space, the

properties of the virtual molecules are predicted by computational methods.
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1.2 Structures

1.2.1 Compounds

In the search for new bioactive compounds, only the most promising candidates are
qualified to be acquired or synthesized and tested; the possibilities should therefore
be explored virtually. Analysis of existing ligands may help in the search for new
bioactive compounds, provided that the set of ligands is sufficiently large. Diversity
among ligands favors extrapolation to new chemistry. Analysis of multiple sets of
ligands may provide insight into selectivity. For both virtual exploration and ligand
analysis, compounds are transformed into an abstract representation that can be
processed by a computer, for instance, 3D minimized structures or molecular graphs. A
graph is a mathematical object used to represent a molecule, consisting of nodes, the
atoms, which are connected by edges, the bonds. Changing how molecules are
represented as graph allows different types of analyses, as demonstrated in chapters
3, 4, and 5. Manipulating the molecular graph is equivalent to modifying the

corresponding molecule, and is employed in chapter 6.
1.2.2 Targets

The target family that is central to this thesis is the superfamily of G protein-coupled
receptors, or GPCRs. GPCRs are a class of cell surface receptors that consist of seven
transmembrane (TM) helices, connected via extra- and intracellular loops. In the
human proteome more than 800 known and putative members exist, which are
involved in the transduction of a range of stimuli, including small molecules and
proteins, and even photons (Iight).12 Approximately half of the drugs that recently

13,14

entered the marked target a GPCR. GPCR drug discovery and design rely heavily on

ligand-based approaches since the number of known crystal structures is limited. ™"
Apart from the bovine rhodopsin structure that was published a decade ago, a handful
of ‘druggable’ receptors has been crystallized to reveal their 3D architecture (for a

recent review see ref. 16 and references therein). Some more structures are expected
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to be available soon, but that ensemble would still not surpass 1-2 % of the total
number of GPCRs. This small number does not even account for the option of co-
crystallizing different ligands, which has been done in a few cases now and which
would exponentially increase the number of possible structures. The scarcity of
structure information does not necessarily have to be problematic though, since
ligand-based approaches may even outperform structure-based approaches, e.g. for
retrieving known antagonists from virtual libraries, as was previously shown for amine-
binding GPCR ligand screening by Evers et al."* In addition, the absence of suitable
crystal structures is compensated for by the wealth of ligand information that is
available for GPCRs. A range of ligand-based approaches have been successfully
applied for screening and design of new ligands, such as property-based methods,

17, 18, 19
pharmacophore models, and substructure methods.

Two of these methods,
pharmacophore- and substructure-based methods, will be discussed later in this

thesis.

1.3 Cheminformatics

The scientific discipline that covers the approach presented in this thesis is
cheminformatics or chemoinformatics, also known as chemiinformatics, chemical
informatics, or molecular informatics.”® Cheminformatics is the application of
informatics methods to research questions in the field of chemistry,21 in particular
related to drug discovery and design.22 It is a relatively new science that combines a
number of other disciplines, including computational and medicinal chemistry, and
computer and information science. There is still some disagreement over the name;
although the ‘chemoinformatics’ spelling clearly dominated the early literature, it is

. . 20,23
now overtaken by ‘cheminformatics’;

it is also favored by the Journal of
Cheminformatics,24 hence we will use the ‘cheminformatics’ spelling here. In 1998, the
first formal definition of cheminformatics was given by Brown, stating: “The use of

information technology and management has become a critical part of the drug
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discovery process. Chemoinformatics is the mixing of those information resources to
transform data into information and information into knowledge for the intended
purpose of making better decisions faster in the area of drug lead identification and

. . 25
organization.”

The emergence of cheminformatics is easily understood from the vast growth of data
that needs to be handled. This ‘data deluge’ is most apparent in research programs
that search for new biologically active molecules, which explains the prominent role of

cheminformatics in the pharmaceutical industry.

The primary focus of cheminformatics is on handling chemical information (e.g.,
compounds, reactions). This ranges from chemical structure representation, to storage
and retrieval of chemical information. Note that structure representations facilitate
storage and retrieval through chemical file formats or molecular databases. Examples
of molecular structure representations are SMILES strings, connection tables, and

2627 A SMILES string is a simple line notation of a molecule, readable by

fingerprints.
both man and computer. Connection tables are tabular representations of the
molecular graph that play an important part in chemical file formats such as the
Structure Data File (SDF) format. These help the chemist manage his/her chemical

data.

Another example of the merits of cheminformatics is the fingerprint. Fingerprints are
(short) binary representations that indicate the presence of features in a molecule.
These features could be structural features such as fragments, e.g. ring systems or
functional groups, or more fuzzy such as atom types, atom pairs, or substructural
features. Comparison of fingerprints expresses the similarity between two molecules.
When two fingerprints are different, the corresponding molecules are different;
however, when two fingerprints are the same, the corresponding molecules are not
necessarily identical, although the two are closely related in terms of molecular
features. Fingerprints are used for time-efficient identification, searching, and

predictions.
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Cheminformatics typically performs data mining or statistical analyses on large sets of
chemical data; heavy computational techniques, e.g. quantum mechanical calculations,
applied to only a few molecules are the realm of computational chemistry, although
the two fields also overlap. From a computer science point-of-view, the difference
between cheminformatics and bioinformatics is the type of data that is central to each
discipline: cheminformatics works with graphs, i.e. molecules, while bioinformatics
works with sequences, such as proteins and DNA. In drug discovery, bioinformatics is
mainly restricted to the target side, while cheminformatics is relevant for both the
target (e.g. pharmacophore elucidation) and the ligand side (e.g. structure-activity
relationships). The so-called chemogenomics or proteochemometrics approach
combines information from both the target side and ligand side by studying groups of
ligands against groups of targets.zg’29 For this, a blend of bioinformatics and

cheminformatics techniques is applied.
1.3.1 Databases & data mining

In recent years, a considerable number of publicly available data sources have
emerged in the cheminformatics field. Most notable examples are the PubChem®®
database from the National Center for Biotechnology information (NCBI) and the
ChEMBL®" database from the European Bioinformatics Institute (EBI). These databases
store small molecule structures together with additional properties and information
such as bioactivity and literature references. Other sources of small molecule data with

32,33

bioactivity are GLIDA and PDSP. These four databases provided the data for the

research described in this thesis.

The wealth of small molecule data creates opportunities for applying data mining
methods to analyze the molecules and their properties. Data mining is the process of
finding patterns from data. It has been applied to diverse problems in a wide variety of
fields, for instance weather forecasting, surveillance, or decision making. As another
example, data mining is used to gain insight into shopping behavior of customers,

suggesting how to improve marketing and increase revenue. Data mining is also a
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fundamental part of cheminformatics research to find relationships between selected
properties and features of small molecules. These may be used to make predictions
about other small molecules. A special type of data mining is graph mining. Molecules
are represented as graphs, which are then subjected to graph mining to find
interesting patterns. Patterns that are found are subgraphs that occur above a set
detection limit. A subgraph is some part of a graph, analogous to a substructure to a
molecular structure. The studies described in this thesis apply frequent subgraph

mining to analyze GPCR ligands.
1.3.2 Fragments

Molecular fragments are the parts that constitute a molecule. In the context of drug
discovery and design, there are two different meanings of ‘fragment’: chemical
fragments and computational fragments. Chemical fragments denote compounds with
low molecular weight, typically between 120 and 250 Da. These are used in fragment-
based drug discovery, to be screened against a target to identify weak binders.*
Fragments that bind with low-affinity are subsequently connected or expanded aiming
to produce high-affinity ligands. Computational fragments denote discrete parts of the
2D structure of a molecule, such as ring systems, side chains, functional groups.?’s’%’37
Fragments can be used to analyze (sets of) molecules to find interesting structural
features, for example, privileged structures in the context of GPCR Iigands.19 In this
thesis, scaffold analysis was used to evaluate novelty of compounds. Although
fragments are intuitive to the chemist, fragment analysis could miss interesting
structural patterns. An exhaustive approach is to consider all possible substructures
that occur in a molecule. A substructure is any part of a molecular structure, which
includes aforementioned fragments.38 Although this approach is computationally more
demanding, it is unbiased. An example of this approach is the frequent substructure

mining described in this thesis. Note that in the literature, the meaning of fragment or

. . . 39
substructure is sometimes interchanged.
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1.4 Aim and Content

In the previous sections, the concept of chemical space has been presented including
the challenges it imposes on drug discovery. The cheminformatics field has been
introduced together with the target class, GPCRs, and a short primer on fragment and
substructure-based approaches. The main objective of the work presented here is to

apply substructure-based approaches to aid GPCR drug discovery and design.

Chapter 2 introduces the concepts of substructure-based approaches and provides a
general overview of the field. Some of the algorithms used and applications are also

reviewed.

Chapter 3 elaborates more on graph mining and its application to study small
molecules. It demonstrates how interesting structural patterns are derived from

varying sets of GPCR ligands, resulting in both new and characteristic substructures.

Chapter 4 describes a chemogenomics analysis with potential of receptor de-
orphanization. It builds upon the concept of characteristic substructures per GPCRs
subfamily introduced in chapter 3. A potential application of this method is receptor
de-orphanization. While chapter 3 is a descriptive analysis, the method in chapter 4

also has predictive potential.

Chapter 5 discusses ligand-based virtual screening of a commercial vendor library. It is
a practical application of the substructure analysis introduced in chapters 3 and 4.
Substructures from a set of high-affinity ligands are used to select new ligands from a

compound library. The method is validated with experimental test results.

Chapter 6 describes the implementation of a steered search through chemical space to
find new ligands. This surpasses selection from known compounds since truly new
chemistry is explored. From a collection of fragments, new molecules are generated by
modification and combination of the (sub)structures. The design phase is followed up

by a synthesis program, yielding active compounds indeed.
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All these chapters outline the broader aim of the thesis, which is to apply informatics
and computer science methods to medicinal chemistry, in particular to apply

fragment/substructure-based techniques to GPCRs drug discovery.

Finally, in chapter 7, the results presented in the thesis are discussed and a future

outlook is presented.
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